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Autism is a neurodevelopmental disorder that manifests as a
heterogeneous set of social, cognitive, motor, and perceptual
symptoms. This system-wide pervasiveness suggests that, rather
than narrowly impacting individual systems such as affection or
vision, autism may broadly alter neural computation. Here, we
propose that alterations in nonlinear, canonical computations
occurring throughout the brain may underlie the behavioral characteristics of autism. One such computation, called divisive normalization, balances a neuron’s net excitation with inhibition reflecting
the overall activity of the neuronal population. Through neural
network simulations, we investigate how alterations in divisive
normalization may give rise to autism symptomatology. Our findings show that a reduction in the amount of inhibition that occurs
through divisive normalization can account for perceptual consequences of autism, consistent with the hypothesis of an increased
ratio of neural excitation to inhibition (E/I) in the disorder. These
results thus establish a bridge between an E/I imbalance and behavioral data on autism that is currently absent. Interestingly, our
findings implicate the context-dependent, neuronal milieu as a key
factor in autism symptomatology, with autism reflecting a less
“social” neuronal population. Through a broader discussion of perceptual data, we further examine how altered divisive normalization may contribute to a wide array of the disorder’s behavioral
consequences. These analyses show how a computational framework can provide insights into the neural basis of autism and
facilitate the generation of falsifiable hypotheses. A computational perspective on autism may help resolve debates within
the field and aid in identifying physiological pathways to target
in the treatment of the disorder.
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Divisive normalization inherently reflects the E/I balance, and is
implicated in a wide range of processes ranging from sensory
encoding to decision making (15–17). Using neural network
simulations, we show that a reduction in the amount of inhibition
that occurs through divisive normalization can account for perceptual consequences reported in the disorder, providing a
bridge between an E/I imbalance and the behavioral characteristics of autism. The simulations further establish a link between
divisive normalization and high-level theories about how autism
may alter the influence of past experience on the interpretation
of current sensory information (18–20). A key result of the
simulations is the implication of the neuronal milieu (the contextual environment of neuronal population activity in which
neurons are embedded) in autism. Specifically, autism-like
symptomatology arises in the model when the influence of the
population on the activity of individual neurons is reduced, in
essence making the neurons less “social.” A broader discussion of behavioral data further suggests that alterations in
divisive normalization may contribute to the phenotypic diversity of autism.
Evidence for an E/I Imbalance in Autism
In this section, we briefly discuss evidence linking autism to a
neurophysiological E/I imbalance. Excitatory (e.g., glutamatergic)
and inhibitory (e.g., GABAergic) neurons together establish an E/I
balance that is essential for normal brain development and
function (21). This E/I balance plays an important role in determining the timing of critical periods in neurodevelopment.
For example, GABA-mediated inhibition is important for
determining the critical period in primary visual cortex (22),
and experience-dependent plasticity is altered in mice lacking
GAD, an enzyme involved in converting glutamate to GABA (23).

A

utism is a neurodevelopmental disorder that is dramatically
increasing in prevalence (Fig. 1). Recent data place the
number of children being diagnosed with autism in the United
States at 1 in 68, more than doubling in the last decade (1–4).
The disorder is highly pervasive, affecting individuals at cognitive, motor, and perceptual levels. It is furthermore a “spectrum
disorder,” with symptoms that manifest in varying degrees across
individuals. This heterogeneity presents significant challenges to
establishing a comprehensive characterization of the disorder.
Research investigating the genetic and molecular basis of autism implicates over 100 genes (5), many of which are involved in
synaptic development and function (6–8). As such, one prominent
hypothesis is that autism arises from a neurophysiological excitation-to-inhibition (E/I) imbalance (9, 10). However, the connection
between an E/I imbalance and the behavioral characteristics of the
disorder remains unclear. Considering the pervasive nature of
autism, and the covariance of loosely related symptoms (11–14),
one possibility is that an E/I imbalance widely affects neural
computation, in turn giving rise to the broad behavioral symptoms recognized as autism.
Here, we propose that autism symptomatology arises from alterations in nonlinear, canonical computations occurring throughout the brain; in particular, divisive normalization, a computation
that divides the activity of individual neurons by the combined
activity of the neuronal population in which they are embedded.
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Such findings suggest that an E/I imbalance can alter neurodevelopment, but is this related to autism?
One hypothesis proposes that autism symptomatology arises
from an increased E/I ratio (9, 10), which may explain the frequent
comorbidity of the disorder and seizures (24). An E/I imbalance in
autism may originate in several ways including increased glutamate
activity (25), decreased GABA release (7, 8), or decreased numbers
of GABA receptors (26). Consistent with the possibility of an E/I
imbalance in autism, many of the susceptibility genes may be related to the E/I balance. A few examples include single-nucleotide
polymorphisms at chromosome 6q21, which encodes a glutamate
receptor (27), the gene for the β3 GABAA receptor subunit (28),
and MeCP2, which is critical for GABAergic function (7).
An increased E/I ratio is also supported by biochemical analyses.
For example, decreased GABA receptor protein subunits are reported in autism (29, 30). Histological analysis further shows decreased mRNA levels of the enzyme GAD in autism (31, 32), and
mice lacking GAD have decreased GABA levels (23). In a mouse
model of autism with increased translation of neuroligins, both
an increased E/I ratio and autistic-like behaviors are observed
(33). In the next section, we describe divisive normalization, a
canonical neural computation that is inherently related to the balance of excitation and inhibition. We then use divisive normalization to establish a computational bridge between an increased E/I
ratio and autism symptomatology.

RðX, θÞ =

DðX, θÞ
.
ν + c · SðX, θÞ

[2]

The effect of divisive normalization on the responses of a
model V1 neuron to sinusoidal gratings of different contrasts,

Connecting the E/I Balance to Neural Computation
We refer to stereotyped functions occurring throughout the
brain as “canonical computations.” One such computation is
divisive normalization, which divides the net excitatory drive to a
neuron by a measure of the population activity (15). The effect
of divisive normalization on a single neuron’s response is described by the following equation:
R=

D
.
ν+c·S

[1]

Here, R is the neuron’s response, D is its net excitatory drive, ν
(the “semisaturation constant”) determines the rate at which the
neuron’s response saturates as D increases, S (the “suppressive
field”) is the pooled activity of multiple neurons including the
neuron being normalized, and c is a gain term scaling the suppressive field. The suppressive field is a weighted
sum of the
P
excitatory drives across the population: S = i wi Di, where Di is
Rosenberg et al.

Fig. 2. The effect of divisive normalization parameters ν and c on simulated
neural responses. Neural responses (R) are plotted as a function of the excitatory input (D). The equation describing the response functions is shown
in A. For simplification, the suppressive field is set equal to D. (A) Changing
the semisaturation constant (ν). Decreasing ν (with constant c) increases
the E/I ratio, resulting in responses that saturate at lower values of D.
(B) Changing the suppressive field gain term (c). Decreasing c (with constant ν)
increases the E/I ratio, resulting in an overall increase in response amplitude.
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Fig. 1. Increasing prevalence of autism and research on the disorder. The
incidence of autism (black curve) is compiled from studies by Wing and
Gould (1), Newschaffer et al. (2), and the Centers for Disease Control and
Prevention (3, 4). Paralleling this rapid rise in prevalence is increased research
on the disorder. The number of publications in which “autism” appears in any
PubMed field (blue curve) is shown for every year from 1946 to 2014.

the excitatory drive to the ith neuron and wi is the corresponding
weight (SI Appendix). The extent of neuronal pooling (determined by the set of weights, w) in the suppressive field can be
thought of as an anatomical property reflecting the lateral connectivity across the population. The suppressive field gain term
(c) can be thought of as a physiological property determining the
context sensitivity of individual neurons to the neuronal milieu in
the sense that it scales how much each neuron’s response is
influenced by the stimulus-dependent population activity. The
dependency of neural activity on ν and c is illustrated in Fig. 2.
Note that reducing either of these parameters decreases the
strength of the divisive normalization signal (thus increasing the
E/I ratio), resulting in higher amplitude responses. Importantly,
the denominator, ν + c · S, determines how much the population
suppresses a neuron’s activity, and thus the balance of excitation
to inhibition is reflected in the ratio D : ν + c · S.
Divisive normalization is a widespread neural computation. In
primary visual cortex, it was first used to explain why responses saturate as stimulus contrast increases (34). It is also thought to adjust
the gain of neural responses to efficiently make use of their dynamic
range (15). Divisive normalization further accounts for a number of
phenomena in auditory cortex (35), multisensory integration (36),
and higher-order processes such as attention (37) and rationality (16).
In addition, divisive normalization may be critical for neural circuits
to implement marginalization, a type of probabilistic inference that
eliminates irrelevant information, so-called “nuisance variables” (38).
To illustrate how divisive normalization affects neural activity,
we simulated a population of neurons in primary visual cortex
(V1) and compared their response properties before and after
divisive normalization. Across the population, the receptive
fields varied in retinotopic position (X) and orientation (θ) (Fig.
3A). For each model neuron, the excitatory drive DðX, θÞ elicited
by a stimulus depends on the position and orientation of the
receptive field relative to the stimulus (SI Appendix). The excitatory drive is inhibited divisively by a suppressive field SðX, θÞ
reflecting the pooled activity of neurons with nearby receptive
fields. The strength of the suppressive field, and therefore its
inhibitory effect, increases with the excitatory drive as well as the
extent of neuronal pooling. The response of each model neuron,
indexed by its receptive field position and orientation, is thus
described by the following equation:

Fig. 3. Effects of divisive normalization on a model of primary visual cortex.
(A) Receptive fields of five neurons with different retinotopic positions and
orientations. (B) Contrast response function without (– D.N.) and with (+ D.N.)
divisive normalization for a model neuron. The stimuli were gratings of the
optimal position, orientation, and size for that neuron. Divisive normalization
causes the response to saturate with increasing contrast. (C) Cross-orientation
suppression in the same neuron. The plot shows responses to stimuli constructed by summing the preferred grating at 50% contrast and an orthogonal
grating (“mask”) of different contrasts. Without divisive normalization, the
response is unaffected by the mask. With divisive normalization, the mask has
a suppressive effect that increases with mask contrast. (D) Size tuning for the
same neuron. Without divisive normalization, the response increases monotonically with stimulus size and saturates. The saturation reflects that the
neuron is activated equally well by any stimulus larger than its receptive field.
With divisive normalization, the response first increases with stimulus size but
then decreases, resulting in a preferred size. The decrease in activity reflects
that larger stimuli activate more neurons, thereby increasing the suppressive
effect of divisive normalization. (B–D) Response amplitudes are inherently
smaller with than without divisive normalization. To highlight differences in
the shapes of the response functions, each curve is plotted as a percentage of
its maximum value.

orientations, and sizes is shown in Fig. 3 B–D. Without divisive
normalization, the response amplitude grows without bound as
the stimulus contrast increases. However, the responses of real
V1 neurons saturate with increasing contrast (34), which also
occurs in the model with divisive normalization (Fig. 3B). Neurons in V1 also display a context sensitivity in which responses to
a sinusoidal grating at the preferred orientation are suppressed
by the simultaneous presentation of a second grating with an
orthogonal orientation. This property of V1 responses is similarly
accounted for by divisive normalization (Fig. 3C). Surround suppression, which contributes to the size selectivity of V1 neurons
(39), can also be explained by divisive normalization. Without
divisive normalization, the model responses increase monotonically with stimulus size and saturate. However, with divisive
normalization, the behavior is qualitatively different. As the
stimulus size increases, the excitatory drive initially outweighs
the network inhibition and the response amplitude increases. This
occurs until a critical stimulus size determined by ν + c · SðX, θÞ is
reached, at which point the inhibition becomes sufficiently strong
to reduce the response amplitude, resulting in a well-defined peak
in the size tuning curve (Fig. 3D).
Connecting Divisive Normalization and Autism
There are several ways an increased E/I ratio can be modeled
using Eq. 2. One possibility is an increase in excitation, which can
be achieved by multiplying the excitatory drive (D) by a number
greater than 1. An increase in D could reflect increased glutamate-related excitation, consistent with physiological data on
autism (25). An increased E/I ratio could also be due to decreased inhibition, which can be modeled as a decrease in either
the semisaturation constant (ν) or the suppressive field gain term
(c) (Fig. 2). Decreases in ν or c may reflect decreases in GABArelated inhibition that are also consistent with physiological data
on autism (7, 23, 31, 32). Changes in the extent of neuronal
9160 | www.pnas.org/cgi/doi/10.1073/pnas.1510583112

pooling in the suppressive field SðX, θÞ (e.g., altered lateral
connectivity) could also alter the amount of inhibition acting on
a neuron. In particular, reducing the extent of neuronal pooling
in the model increases the E/I ratio (SI Appendix). Considering
the large number of autism susceptibility genes, any or all of
these factors may contribute on an individual basis.
Although autism may conceptually affect multiple parameters
in Eq. 2, here we focus on the suppressive field gain term (c),
which determines the context sensitivity of the neurons, controlling how much each neuron’s responses are influenced by the
stimulus-dependent population activity. An increased E/I ratio,
as is implicated in autism (9), can be simulated by reducing c,
thereby attenuating the inhibitory influence of the neuronal
milieu on the activity of individual neurons. Autism can thus be
putatively simulated by decreasing c, with the degree of severity
increasing as c decreases. In this way, we defined an “autism
model” of primary visual cortex in which there is a 25% reduction in c relative to the “typically developing control” model
used above (SI Appendix). With the exception of this change in the
suppressive field gain term, the autism and typically developing
control models are identical.
In the following sections, we examine how divisive normalization can account for perceptual consequences of autism by
comparing the activity of the autism and typically developing
control models. We first present simulations of two psychophysical studies exploring how autism affects performance in
simple visual tasks relying heavily on primary visual cortex, thus
allowing the studies to be simulated using the V1 models. Interestingly, the same change in the suppressive field gain term (c)
qualitatively accounts for the findings of both studies. A third
simulation is then performed to show how Bayesian priors can be
implemented through divisive normalization, linking alterations
in neural computation to high-level hypotheses about how autism affects the ability to make inferences about the world. Last,
broader connections between autism and divisive normalization
are discussed to link major theories and findings on the disorder
to divisive normalization, as well as make predictions about the
behavioral consequences of autism.
Simulation 1: Visual Spatial Suppression
Recent studies report that visual spatial suppression, which is
linked to divisive normalization (39) (Fig. 3D), may be altered in
autism (40, 41). In one study, Foss-Feig et al. (40) presented
drifting gratings that varied in size and contrast, and had subjects
indicate the direction of motion (left vs. right). When the stimuli
were presented at high contrast, performance worsened (the
time required to judge the direction of motion lengthened) as the
size of the stimulus increased for both typically developing
controls and subjects with autism. However, subjects with autism
performed systematically better than controls across all stimulus
sizes. This result is illustrated in Fig. 4A, where inverse duration
thresholds are plotted such that larger values indicate better
performance. For small stimuli presented at low contrast, the
performance difference between the groups disappeared (Fig.
4B). These results raise two questions: (i) what changes in neural
computation can account for the findings, and (ii) are these
changes consistent with the physiology of autism?
Because our model simulates neuronal population activity,
answering these questions requires a consideration of how this
activity can translate into behavior. One possibility is that population activity is decoded to determine the most probable
stimulus, and the appropriate behavioral response is then selected accordingly (17, 38, 42). This strategy captures the intuition that greater activity in a subpopulation of neurons with
similar response properties leads to greater certainty about the
stimulus (SI Appendix). More specifically, the certainty about a
presented stimulus increases with the amplitude of the population response, which is called the population gain (SI Appendix,
Rosenberg et al.

Fig. 4. Simulation 1: visual spatial suppression. (A) Psychophysical data
showing that the ability to judge direction of motion decreases as stimulus
size increases for high contrast stimuli (40). This is true for both typically
developing controls (TD; red) and subjects with autism (ASD; blue), but ASD
subjects consistently outperform TD subjects. Larger inverse thresholds indicate better performance. (B) Psychophysical data showing that for a small
stimulus, ASD and TD subjects perform equivalently in judging direction of
motion for a low-contrast stimulus, but ASD subjects perform better when
the stimulus has a high contrast. (C) Simulation results showing population
gains for the control (red) and autism (blue) models as a function of stimulus
size for high contrast stimuli. The models’ responses follow the same pattern
as the psychophysical data in A. (D) Simulation results for the control and
autism models as a function of stimulus contrast for small stimuli. The
models’ responses follow the same pattern as the psychophysical data in B.

Fig. S1). A key implication connecting behavior to neural activity
is therefore that task performance will be better when the population gain is larger, and worse when that gain is lower. As
demonstrated below, larger population gains and thus improved
task performance can occur as a consequence of an attenuated
divisive normalization signal (increased E/I ratio).
Based on these considerations, the psychophysical findings of
Foss-Feig et al. (40) imply several testable predictions about the
underlying neural activity. First, spatial suppression should appear as a reduction in the population gain as the stimulus size
increases. Second, for subjects with autism to perform better
than controls at high contrasts, population gains should be higher
in autism. Third, similar task performance at low contrasts predicts that, under these conditions, population gains will be similar for controls and subjects with autism. To test these
predictions in silico, we examined the model responses to sinusoidal gratings of different sizes and contrasts. As predicted, the
population gains decreased for high-contrast stimuli of increasing size, but were always higher for the autism than the
control model (Fig. 4C). Moreover, the population gains of the
two models were nearly identical for small stimuli at low contrasts, but diverged progressively as the contrast increased (Fig.
4D). This result suggests that performance differences between
controls and subjects with autism in this task will increase
smoothly with stimulus contrast. In addition, the similarity of the
population gains at low contrasts may account for why autism
does not affect contrast sensitivity (the lowest contrast at which
sinusoidal gratings can be reliably detected), since contrast sensitivities are themselves very low (43). Additional simulations
examining how changes in the semisaturation constant and the
extent of neuronal pooling affect the model responses are shown
in SI Appendix, Fig. S2. These simulations show that an increased
E/I ratio resulting from altered divisive normalization can affect
neural computation in a manner that qualitatively predicts perceptual consequences of autism.
Rosenberg et al.

Simulation 2: Tunnel Vision
The visual detection of a target is facilitated by presenting it
within close proximity to an attentional cue (44). Recently,
Robertson et al. (45) found that, as the distance between the
attentional cue and target increases (SI Appendix, Fig. S3A), the
rate at which performance falls off is greater for subjects with
autism than typically developing controls, suggesting there is a
sharper gradient of attention in autism, or “tunnel vision.” This
result is illustrated in Fig. 5A, where relative performance scores
taking into account both reaction time and accuracy are plotted.
Larger values indicate faster, more accurate detection. Because the

Fig. 5. Simulation 2: tunnel vision. (A) Psychophysical data showing that
performance worsens as the target distance from the cue increases for both
typically developing controls (TD; red) and subjects with autism (ASD; blue).
Larger relative performance scores indicate faster, more accurate detection.
Note that the rate at which performance decays is greater for ASD than TD
subjects (there is greater overall change). (B) Psychophysical data showing
that the performance gradient increases with the degree of autism symptomatology assessed using the autism spectrum quotient (AQ). ASD subjects (blue points) were identified based on Autism Diagnostic Observation
Schedule scores. (C) Simulation results showing population gains for the control (red) and autism (blue) models as a function of target distance from the
cue. The models’ responses follow the same pattern as the psychophysical data
in A and further reproduce the nonmonotonic shape of the attentional field
(44). To highlight the gradient difference between the control and autism
models, the y axes are shifted to align the troughs of the curves. (D) Simulation
results showing that, as the suppressive field gain term decreases (simulating
an increasing degree of autism symptomatology), the gradient of the population gain increases, consistent with the psychophysical data in B. The colored dots correspond to the control and autism models in C.
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An intuition for the results shown in Fig. 4 C and D can be
found by examining Eq. 2. First consider the finding of similar
psychophysical performance at low contrasts, and note that the
magnitude of the suppressive field SðX, θÞ is small at low contrasts due to weak stimulus drives. As such, the inhibition from
ν + c · SðX, θÞ is roughly independent of c at low contrasts. In
other words, the population activity is not large enough to
strongly engage divisive normalization, and so little to no difference is observed between the control and autism models.
However, at high contrasts, the magnitude of the suppressive
field SðX, θÞ is large enough to strongly engage divisive normalization, allowing different values of the suppressive field gain term
to exert differential effects. In particular, the lower value of the
suppressive field gain term (c) in the autism compared with the
control model results in less inhibition and thus larger population
gains at high contrasts, leading to better task performance.

stimuli were tailored to each subject to match baseline task difficulty, and the subject-averaged performance scores were mean
subtracted separately for the control and autism groups, only the
steepness of the gradient can be compared across groups. Interestingly, the study found that the steepness of the attention
gradient was correlated with the degree of autism symptomatology
(Fig. 5B). Here, we show that the same alteration in divisive
normalization that accounts for the findings of Foss-Feig et al.
(40) can qualitatively account for these results.
For this simulation, an attentional field AðXÞ was incorporated to define an attention-modulated excitatory drive:
DA ðX, θÞ = AðXÞ · DðX, θÞ (37) (SI Appendix). The parameters of
the attentional field were the same for the control and autism
models, and with the exception of introducing the attentional
field, all aspects were the same as in the previous simulation. The
attentional field also affects the divisive normalization signal
as a consequence of neuronal pooling in the suppressive field,
SA ðX, θÞ. Incorporating the effects of attention, the response of
each model neuron is described by the following equation:
RðX, θÞ =

DA ðX, θÞ
.
ν + c · SA ðX, θÞ

[3]

To examine the effect of the attentional field on the model
responses, sinusoidal gratings were presented at different distances from the center of the attentional field, and the population gain at those locations measured. Recall that better task
performance is achieved when the population gain is larger
(SI Appendix, Fig. S1). Consistent with the findings of Robertson
et al. (45), the population gain decreased for both models as the
distance between the target and attentional cue increased, with
faster falloff in the autism model (Fig. 5C). Moreover, as we
increased the simulated degree of autism symptomatology by
further decreasing the suppressive field gain term, the rate at
which the population gain fell off increased (Fig. 5D).
These results reflect an interaction between the attentional
field and divisive normalization. The existence of the gradient in
the population gain is due to the attentional field, but the
steepness depends on the strength of the divisive normalization
signal. The gradient arises because the attentional field produces
a location-dependent increase in the strength of the excitatory
drive, DA ðX, θÞ. This effect is balanced by inhibition from the
suppressive field, SA ðX, θÞ, with the magnitude of the divisive
normalization signal depending on the suppressive field gain
term (c). Because the smaller value of c in the autism model
results in less inhibition, the attentional field has a larger effect
that gives rise to a sharper gradient in the population gain. We
additionally found that the lower value of c in the autism model
resulted in larger population gains (implying better task performance) at the largest target distances where the attentional field
has little effect (Fig. 5C). We therefore ran a second simulation
at a reduced contrast, such that the population gains for the
control and autism models were approximately matched at large
target distances (SI Appendix, Fig. S3B). This manipulation
is similar to the measures Robertson et al. (45) took to match
baseline task difficulty across subjects. Importantly, under this
condition, the modeling results remained consistent with the
psychophysical findings; namely, a steeper gradient in the
population gain for the autism than the control model, which
increased as the suppressive field gain term decreased (SI Appendix, Fig. S3C). Additional simulations examining how
changes in the extent of neuronal pooling and the semisaturation constant affect the model responses are shown in
SI Appendix, Fig. S3 D and E. It is further interesting to note
that our results may explain the apparent conflict between the
study by Robertson et al. (45) and another recent study suggesting that exogenous spatial attention may not be affected in
9162 | www.pnas.org/cgi/doi/10.1073/pnas.1510583112

autism (46). Specifically, because the attentional field was the
same for the control and autism models, the differences in
their responses were entirely due to the difference in their
suppressive field gain terms. This result indicates that a sharper
gradient of attention in autism may reflect altered divisive normalization rather than a change in attentional mechanisms.
Simulation 3: Neural Implementation of Bayesian Priors
Several papers have suggested that autism impairs the ability
to perform statistical inference about the sensory environment
(18–20), reducing the influence of past experience on the interpretation of current sensory information. Although this
hypothesis can be formulated in several ways, the Bayesian
framework provides an intuitive approach, describing how incoming sensory information is combined with past experience to
infer the most likely stimulus. In particular, attenuation of the
Bayesian prior (the collected representation of past experience)
in autism would reduce the influence of past experience on the
interpretation of current sensory information (19). To the extent
that a Bayesian prior accurately reflects the statistics of the
world, it will improve task performance by reducing the number
of probable stimuli. As such, an attenuated prior in autism could
potentially increase behavioral sensitivity to sensory noise, as
well as increase variability in stimulus-driven neural activity, both
of which are consistent with recent findings on the disorder (47,
48). We next simulate how Bayesian priors can be implemented
through divisive normalization, establishing a link between alterations in neural computation and high-level hypotheses about
how autism affects the ability to perform statistical inference.
In the model, experience modifies the strength of lateral
connectivity across the population, transforming the suppressive
field gain term (c) from a constant into a function of the neuronal tuning properties (49) (SI Appendix, Fig. S4A). In this way,
a prior turns stimulus-driven responses into a reflection of both
current sensory information and past experience. As an example,
we modeled the “oblique effect,” which describes that humans
are most visually sensitive to vertically and horizontally orientated contours (50), presumably reflecting that cardinal orientations are more frequent in natural scenes than oblique
orientations (51). For the oblique effect, the prior facilitates
responses to cardinal orientations and attenuates responses to
oblique orientations (SI Appendix, Fig. S4B). Decoding the
population activity to discriminate changes in stimulus orientation reveals the effect of the prior; namely, greater sensitivity to
cardinal than oblique orientations (SI Appendix, Fig. S5). The
weaker the prior, the less performance depends on the orientation of the stimulus (SI Appendix, Fig. S4C). An attenuation of
Bayesian priors thus correctly predicts reduced differences in
sensitivity to cardinal and oblique orientations in autism (52).
How can divisive normalization account for the proposed attenuation of Bayesian priors in autism (19)? One possibility is
that a reduction in the suppressive field gain term (c; as in the
first two simulations) attenuates the influence of the population
on individual neurons, thereby reducing the effect of priors. The
extent to which experience modifies c could also be attenuated,
such that a given level of experience produces smaller changes in
c for individuals with autism than typically developing peers. In
other words, plasticity in the strength of experience-dependent
lateral connectivity may be diminished in the disorder. This
possibility is consistent with the observation that many autism
susceptibility genes code for synaptic proteins or control synaptic
development and function, suggesting that the effect of experience on synapses is altered in autism (53).
Local vs. Global Processing
Compared to typically developing peers, individuals with autism
are thought to have a bias toward the processing of “local”
stimulus features (54–57). The hierarchical figures test, in which
Rosenberg et al.

Simple vs. Complex Stimuli
Individuals with autism are often reported to perform better at
tasks involving “simple” stimuli, whereas typically developing
controls may be better at tasks involving “complex” stimuli (63,
64). For example, in the auditory system, enhanced performance
is reported in autism when a discrimination task is performed
using pure tones, but no difference or deficits are observed when
the stimuli are more complex (65–67). Consider that the amount
of processing, and thus the number of processing stages (e.g.,
hierarchically organized brain regions), required to analyze
sensory information is linked to the complexity of the stimulus.
For example, contour orientation is readily decoded from V1
(68), but decoding object identity is accomplished in higher
stages of cortex (69). Theoretical work shows that, for biologically
realistic, hierarchical neural network models to perform complex
tasks such as object identification accurately, it is critical to include
divisive normalization-like computations at every processing
stage (70, 71). If divisive normalization is altered beyond the
early stages of sensory processing in autism, then it could result
in impaired processing specifically for complex, but not simple,
stimuli. Such a deficit would be particularly detrimental when
local features must be combined to form a complex whole and
may therefore account for impaired face processing in autism,
which appears to reflect a more feature-based analysis and reduced use of contextual information in creating face composites
(72). Indeed, the importance of divisive normalization in performing hierarchical processing may create a trade-off in the
ability to perform tasks requiring fewer vs. more levels of processing, such that an overall decrease in the strength of divisive
normalization signals would not be globally beneficial.
Multisensory Processing
Altered multisensory processing, for example, in the integration
of visual and auditory signals, is reported by some autism studies
(73–75). However, it is unclear whether these results reflect
differences in earlier unisensory representations or in the
process of multisensory integration itself. The possibility of
intact multisensory processing is supported by a recent study
reporting near-optimal integration of visual and vestibular cues
in self-motion perception in both controls and subjects with
autism (48). Importantly, this finding is not inconsistent with
the hypothesis of altered divisive normalization in autism since
cue integration does not theoretically require divisive normalization (42). Altered divisive normalization in autism does,
Rosenberg et al.

Rationality
Rational behavior in value-based decision tasks implies that
choices should reflect the context-independent values of available options. In other words, choices about an option should
depend neither on the quantity/quality of other options, nor on
how the option is framed (e.g., in terms of gain vs. loss). However, individuals are often irrational, making value-based decisions that show context dependence. As discussed above,
divisive normalization makes neurons context sensitive; for example, resulting in cross-orientation suppression (Fig. 3C). In an
analogous manner, divisive normalization acting on a population
of neurons encoding the value of available options in a decision
task can account for the context dependence, and therefore irrationality, of value-based decisions (16). In such a population,
the suppressive field represents the overall value of available
options, and divisive normalization transforms an absolute value
representation into a relative representation that depends on the
context of available choices. Divisive normalization can thus
contribute to context-dependent violations of rationality in which
the suppressive field gain term is particularly important because
it scales how much each option’s value is influenced by other
options. It is therefore intriguing to speculate that a decrease in
the suppressive field gain term in autism can result in reduced
contextual sensitivity in value-based decisions. Consistent with
this prediction, enhanced logical consistency in value-based decisions is observed in autism as a consequence of reduced susceptibility to contextual framing (76).
Conclusions
A problem currently faced in autism research is that the disorder
is both genetically heterogeneous and phenotypically diverse.
Here, we examined how computational models of nonlinear
neural circuits can bridge levels of analysis, connecting genetic
and molecular findings supporting an increased E/I ratio in autism to perceptual data on the disorder. In particular, we showed
that a reduction in the amount of inhibition occurring through
divisive normalization can account for perceptual consequences
of autism. Interestingly, our simulations implicate the contextdependent neuronal milieu as having a critical role in autism,
such that the less influence the population has on the activity
of individual neurons, the more severe the degree of autism
symptomatology. Importantly, computational frameworks such
as presented here can provide a systematic mechanism for generating falsifiable hypotheses about the neural basis of autism.
For example, altered divisive normalization in autism predicts
that the disorder will broadly affect processes requiring marginalization (38), such as social cognition (58) and visual search (59).
The phenotypic diversity of autism may in part reflect that the
neural mechanisms implementing divisive normalization differ
across brain regions (15). Our results thus predict that the behavioral consequences of autism will vary across individuals,
depending qualitatively and quantitatively on where and how the
disorder impacts divisive normalization. Qualitative differences
between individuals should occur when alterations in divisive
normalization impact different brain areas. Quantitative differences should instead reflect the extent to which divisive normalization is affected; for example, the percent reduction in the
suppressive field gain term (Fig. 5D). Supporting this idea, the
GABAergic pathways likely contribute to autism (7, 8, 31, 32), and
GABAA and GABAB can contribute differently to divisive normalization. In V1, GABAA modulates response gain but not
contrast sensitivity (77), suggesting it contributes to the suppressive field gain term (c) but not the semisaturation constant (ν). In
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however, predict changes in other forms of multisensory processing that require divisive normalization, such as cue conflict
conditions and causal inference (36, 38).

NEUROSCIENCE

local features are used to define a global feature, provides an
illustrative example. Consider a local feature, the letter “A”
reproduced many times in a small font size and arranged to
create a large letter “F,” the global feature. When the task is to
report if a particular letter is present, subjects with autism
make fewer errors if the letter is the local feature than if it is the
global feature, whereas controls make fewer errors if the letter is
the global feature (55). When the letter of interest is the global
feature, the local feature is a nuisance variable in the sense that it
makes no difference if it is the letter “A” or any other letter. The
elimination of nuisance variables is called marginalization, and
theoretical work suggests that the neural implementation of this
process requires divisive normalization (38). A bias toward local
feature processing in autism is therefore consistent with the
possibility of impaired marginalization through altered divisive
normalization. More generally, behaviors requiring marginalization such as social cognition (58), visual search (59), reference
frame transformations (60), and causal inference (38), may be
altered in autism. Consistent with this prediction, impaired social
cognition is a diagnostic criterion for autism, visual search is
altered in the disorder (61), and an increased egocentric
perspective in autism (62) may reflect an impairment in reference frame transformations.

the auditory system, GABAB is implicated in both response gain
and sensitivity, suggesting it may contribute to c as well as ν (78).
Here, we focused on how reducing c can account for perceptual consequences of autism, including phenotypic diversity
within the same task. A reduction in c is consistent with reduced
GABAA inhibition in V1 (77), and our results correspondingly
predict higher average V1 firing rates in autism than controls.
Given the statistical properties of spiking neural activity (79), this
result also predicts greater trial-by-trial response variability in
autism. Evidence supporting these predictions comes from imaging studies reporting larger stimulus-driven response amplitudes (80) or increased variance (47) in autism, as well as recent
psychophysical findings (81). In one imaging study, increased
stimulus-driven activity in auditory cortex associated with lowlevel feature processing was observed in subjects with autism
compared to typically developing controls (82). Interestingly, this
finding was specific to subjects with autism showing speech onset
delay, a subgroup for which enhanced performance on low-level
auditory tasks such as pitch discrimination may be specific (67).
A reduction in c is also consistent with the finding that contrast
sensitivity is not affected in autism (43), which would have otherwise suggested a change in ν (Fig. 2A). Although normal
contrast sensitivity is consistent with intact gain control, it is
possible that sensory hypersensitivity in autism (83) reflects gain
control deficits. It is thus interesting to speculate that steadystate values of ν are not altered in autism, but the temporal
process by which ν changes based on sensory stimulation is impaired (20). In addition, a reduction in c could affect neural
decoding by reducing noise correlations between neurons (84),
or decreasing the efficiency of simple decoders (85), both of
which are potential consequences of a reduced influence of the
neuronal milieu on the activity of single cells.
Divisive normalization parameters other than c may also
contribute to the phenotypic diversity of autism. This possibility
was explored by examining the effects of changing the extent of
neuronal pooling and ν (SI Appendix, Figs. S2 and S3). For the
spatial suppression simulation, results similar to changing c (Fig.
4) were achieved by decreasing the extent of neuronal pooling
(increasing the E/I ratio), but the effects were weaker. Moreover,
as the size of the stimulus increased, there was a reduction in the
rate of spatial suppression (SI Appendix, Fig. S2) that appears
inconsistent with the psychophysical data (40). A decrease in ν
(increasing the E/I ratio) also produced similar spatial suppression results, but the effects were highly attenuated and would

alter contrast sensitivity, inconsistent with previous findings (43).
For the tunnel vision simulation (Fig. 5), sharper gradients of
attention resulted from increases in the extent of neuronal
pooling or ν (SI Appendix, Fig. S3), decreasing the E/I ratio.
Changes in these parameters thus provide a less parsimonious
explanation for the autism symptomatology explored here than a
change in c, because they needed to be in opposite directions for
the two sets of psychophysical findings. Importantly, this observation does not imply that these parameters are unaffected in
autism; in fact, their diverse effects may contribute to the disorder’s phenotypic diversity. By considering where in the brain
and how much these parameters are affected, it may be possible
to account for a wide array of behavioral data on autism. Although we focused on how divisive normalization can account for
psychophysical findings in simple tasks relying heavily on a single
brain area, it will be important for future computational work to
investigate how autism affects complex functions (e.g., face
processing) involving multiple brain areas. Such work will call for
hierarchical, multilayered networks in which divisive normalization is essential (70, 71), and may provide insights into the
finding of decreased functional connectivity across brain areas in
autism (86–89). Indeed, a recent study implicates divisive normalization in cross-area information coupling (90), suggesting
that altered functional connectivity in autism may be partly attributable to divisive normalization.
The computational framework described in this study provides
a formalism for investigating how alterations in neural computation may give rise to autism symptomatology. Adaptations of
this approach may provide insights into other mental health
disorders such as schizophrenia (10, 91, 92), and perhaps some
aspects of aging (93). The results of our simulations further suggest that behavioral assays combined with computational modeling may be useful in identifying altered physiological pathways
in individuals, and thus in facilitating the development of individualized treatment plans. We suggest that computational perspectives can play an important role in the future of mental health
research, providing insights that will aid in understanding and
treating complex disorders such as autism.
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SI APPENDIX
Neural Network Model. To simulate the activity of primary visual cortex (V1), we implemented a two-layer
neural network performing an energy computation (1-3) followed by divisive normalization (4-6). The first layer
consists of two sets of model simple cells with Gabor spatial receptive fields, one set sine-phased (𝐹𝑠 ) and the
other cosine-phased (𝐹𝑐 ). Example simple cell receptive fields are shown in Fig. 3A. The receptive field of a sinephased simple cell is defined by the equation
𝐹𝑠 (𝑋, 𝜃) = 𝑒

−

𝑋𝜃2
𝑌2
− 𝜃
2𝜎𝑥2 2𝜎𝑦2

∙ sin(SF ∙ 𝑋𝜃 ).

[1]

Here, 𝑋 = (𝑥, 𝑦) with 𝑥 and 𝑦 denoting the horizontal and vertical dimensions of retinotopic space (degrees),
𝑋𝜃 = cos(𝜃) ∙ (𝑥 − 𝑥0 ) + sin(𝜃) ∙ (𝑦 − 𝑦0 ) and 𝑌𝜃 = −sin(𝜃) ∙ (𝑥 − 𝑥0 ) + cos(𝜃) ∙ (𝑦 − 𝑦0 ) where 𝑥0 and 𝑦0
determine the horizontal and vertical positions of the receptive field, σ x and σy set the width and length of the
receptive field, 𝜃 specifies its orientation, and SF is its spatial frequency (cycles/degree; cyc/°). The receptive
field of a cosine-phased simple cell is defined analogously. In the simulations, 𝜎𝑋 = 0.7°, 𝜎𝑌 = 1.2°, and
SF = 4 cyc/°. The receptive field positions vary horizontally between 𝑥0 = ±15° spaced every 0.2° with the
same vertical position (𝑦0 = 0°), and the orientations range between 0° ≤ 𝜃 < 180° sampled every 1°. The first
layer of the network thus contains 27,180 sine-phased and 27,180 cosine-phased model simple cells.
The second layer of the network consists of a population of complex cells, each of which receives input from
one sine-phased and one cosine-phased simple cell with the same retinotopic position and orientation. The
stimulus driven excitatory input to each complex cell is given by
𝐷(𝑋, 𝜃) = DC + [𝐼 ∙ 𝐹𝑆 (𝑋, 𝜃)]2 + [𝐼 ∙ 𝐹𝐶 (𝑋, 𝜃)]2 ,

[2]

the sum of a DC offset that introduces a baseline level of activity (DC = 2) and the squared dot products of visual
stimulus 𝐼 and each of the two simple cell receptive fields. The second layer of the network thus contains 27,180
model complex cells.
Divisive normalization was implemented at the second layer of the network, dividing the stimulus driven
excitatory input 𝐷(𝑋, 𝜃) to each model complex cell by a measure of the population activity referred to as the
suppressive field (7). The suppressive field was calculated by convolving (⨂) a suppressive field kernel
describing the extent of neuronal pooling
W(𝑋) =

−‖𝑋‖2
2
𝑒 2𝜎𝑠

[3]

with the stimulus driven excitatory input 𝐷(𝑋, 𝜃) (7). Note that W(𝑋) corresponds to the weights in the
calculation of the suppressive field discussed in the main text. The parameter 𝜎𝑆 determines the extent of neuronal
pooling across receptive field positions, with larger values resulting in greater neuronal pooling. The ‖∙‖ symbol
denotes the norm. Due to the falloff in the amplitude of W(𝑋) with retinotopic distance, neurons with similar
receptive field positions have a greater inhibitory effect on each other than neurons with more distal receptive
fields. In the simulations, 𝜎𝑆 = √5°. Because the suppressive field kernel does not depend on orientation (𝜃 is not
in the equation), the inhibitory effect of one neuron on another is independent of their orientations (7). The
suppressive field kernel W(𝑋) can be thought of as an anatomical property, determining the spatial extent of
Rosenberg, Patterson, & Angelaki (2015). A computational perspective on autism. 1

lateral connectivity across the population. It contributes directly to the strength of the divisive normalization
signal, with less inhibition occurring when the extent of neuronal pooling is smaller (i.e., if 𝜎𝑆 is smaller). A
narrower extent of neuronal pooling therefore results in a larger E/I ratio.
The suppressive field is defined as 𝑆(𝑋, 𝜃) = W(𝑋) ⨂ 𝐷(𝑋, 𝜃). The response of each model complex cell to
stimulus 𝐼, indexed by its receptive field position (𝑋) and orientation (𝜃), is then given by the equation
𝑅(𝑋, 𝜃) =

𝐷(𝑋, 𝜃)
.
𝜈 + 𝑐 ∙ 𝑆(𝑋, 𝜃)

[4]

As discussed in the main text (Fig. 2), the semisaturation constant (𝜈) determines how quickly the response of
a model neuron saturates as the excitatory drive, 𝐷(𝑋, 𝜃), increases (4, 5). The suppressive field gain term (𝑐)
scales the suppressive field, 𝑆(𝑋, 𝜃), and can be thought of as a physiological property, determining the contextsensitivity of the neurons in the sense that it scales how much a neuron’s response is influenced by the stimulusdependent population activity. Note that 𝑐 sets the amplitude of the suppressive field kernel W(𝑋). For the
simulations presented in Figs. 3, S1, S4, and S5 as well as for the “typically developing control model” in Figs. 4,
5, S2, and S3, the values of these parameters were 𝜈 = 1 and 𝑐 = 1x10−4. In order to increase the E/I ratio,
hypothetically simulating autism, a lower value of 𝑐 = 7.5x10−5 was used with 𝜈 = 1 for the “autism model” in
Figs. 4, 5, S2, and S3. The phenotypic diversity of autism was modeled in Figs. 5D and S3C by varying 𝑐 from
1x10−4 to 5x10−5 . In Fig. S2, additional “autism models” were tested with either: (i) 𝜈 = 0.01 and 𝑐 = 1x10−4
or (ii) 𝜈 = 1 and 𝑐 = 1x10−4 (the control values) but with 𝜎𝑆 = 0.8 ∙ √5°.
Incorporating Attention. To simulate the effect of attention on neural responses (Figs. 5 and S3), we
incorporated an “attentional field” modeled as a Gaussian function over position (7)
𝐴(𝑋) = 1 + 𝐺𝐴 ∙ 𝑒

−

‖𝑋−𝑋0 ‖2
2
2𝜎𝐴
.

[5]

The attentional field was centered at 𝑋0 = (0°, 0°) with 𝐺𝐴 = 7 and 𝜎𝐴 = 2°. The ‖∙‖ symbol denotes the
norm. The strength of the attentional field decreases with distance (𝑋) from the cued location (𝑋0 ) but is
independent of orientation. The effect of attention was modeled by multiplying the stimulus drive by the
attentional field: 𝐷𝐴 (𝑋, 𝜃) = 𝐴(𝑋) ∙ 𝐷(𝑋, 𝜃). Because of the DC offset by 1, the attentional field can only
facilitate the stimulus drive, 𝐷𝐴 (𝑋, 𝜃) ≥ 𝐷(𝑋, 𝜃). In turn, the suppressive field becomes 𝑆𝐴 (𝑋, 𝜃) =
W(𝑋) ⨂ 𝐷𝐴 (𝑋, 𝜃), and the equation describing the responses of the model complex cells becomes
𝑅(𝑋, 𝜃) =

𝐷𝐴 (𝑋, 𝜃)
.
𝜈 + 𝑐 ∙ 𝑆𝐴 (𝑋, 𝜃)

[6]

The gradient of the population gain (Figs. 5D and S3C) was calculated as the difference between the
maximum and minimum population gains divided by the retinotopic distance between their locations.
Incorporating Bayesian Priors. Several papers have suggested that the influence of past experience on the
interpretation of current sensory information is impaired in autism (8-10). Here, experience is assumed to shape
the activity of individual neurons by modifying the strength of lateral connectivity between neurons in a featuredependent fashion. The effect of past experience on the neural population was therefore modeled by transforming
the suppressive field gain term (𝑐) from a constant into a function of the neurons’ tuning properties. As such,
experience either: (i) decreases inhibition through a feature-dependent decrease in 𝑐 or (ii) increases inhibition
through a feature-dependent increase in 𝑐. This approach is similar to that taken in a computational study
investigating how flexible divisive normalization pools can account for findings on visual attention (11).
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To simulate the effect of past experience on the neural population, we modeled the “oblique effect,” which
describes the psychophysical finding that humans are more visually sensitive to contours that are vertically or
horizontally orientated than obliquely oriented (12, 13). The oblique effect is thought to arise because cardinal
(horizontal and vertical) orientations are more frequent in natural scenes than oblique orientations (14). Its neural
basis may originate in primary visual cortex, reflecting a greater number of neurons preferring cardinal
orientations or stronger evoked responses to cardinal than oblique orientations (15, 16). The oblique effect was
modeled here by making 𝑐 a sinusoidal function of orientation preference, 𝑐(𝜃) = 𝑐0 − 𝑤𝜃 ∙ cos(4 ∙ 𝜃 ∙ 𝜋⁄180),
decreasing the baseline level of inhibition (𝑐0 ) for neurons with cardinal orientation preferences and increasing it
for neurons with oblique orientation preferences (Fig. S4A). Here, 𝑐0 is the baseline level of the suppressive field
gain term, and 𝑤𝜃 is a weight that reflects the extent to which the suppressive field gain term has been modified
by experience. Within the cosine function, 𝜃 is multiplied by 4 so that troughs in 𝑐(𝜃) occur at the cardinal
orientations (0° and 90°), and peaks occur at the oblique orientations (45° and 135°). Incorporating the effect of
prior experience, the response of each model complex cell to stimulus 𝐼 is described by the equation
𝑅(𝑋, 𝜃) =

𝐷(𝑋, 𝜃)
.
𝜈 + 𝑐(𝜃) ∙ 𝑆(𝑋, 𝜃)

[7]

When the population activity is transformed into stimulus probabilities (see next section), 𝑐(𝜃) can be thought
of as the neural representation of a Bayesian prior. The strength of the prior is reflected in the amplitude of 𝑐(𝜃).
When 𝑐(𝜃) is constant (𝑤𝜃 = 0), the prior is flat (experience reveals all orientations are equally likely), and the
neural responses are determined entirely by the sensory information represented in 𝐷(𝑋, 𝜃). When 𝑐(𝜃) varies
sinusoidally (experience reveals that cardinal orientations are more likely than oblique orientations), the neural
responses reflect both the sensory information and the prior. As the strength of the prior increases (the probability
of encountering cardinal orientations increases), the amplitude of 𝑐(𝜃) is assumed to increase (i.e., 𝑤𝜃 increases)
due to plasticity in the strength of lateral connectivity, resulting in a larger effect of the prior on the neural
responses. To examine how the strength of the prior affects behavioral performance, we performed a simulation
with 𝑐0 = 1x10−4 (the control value of 𝑐) and three values of 𝑤𝜃 : 0 (reflecting a flat prior), 2.5x10−5 (reflecting
a weak prior), and 5x10−5 (reflecting a strong prior). Such changes in 𝑐 are assumed to occur slowly over long
time scales, reflecting the extensive experience necessary to establish statistical regularities about the world. As
such, changes in 𝑐 are not likely to underlie priors formed over short time periods. The effect of 𝑐(𝜃), and thus the
prior, is to facilitate neural responses to cardinal orientations and attenuate responses to oblique orientations
(Fig. S4B), modifying the tuning curves (17). Decoding the population activity reveals that the prior results in
higher probabilities (greater certainty) about cardinal than oblique orientations (Fig. S4C). When the decoded
population activity is used to discriminate changes in stimulus orientation, as described next, the greater certainty
about cardinal orientations results in lower thresholds (better discriminability) at cardinal than oblique
orientations (Fig. S5). The effect of the prior could also be observed in the baseline population activity of the
model (i.e., during presentation of a stimulus defined by all zeros; Fig. S4D), consistent with data suggesting that
visual experience increases the similarity of natural scene responses and baseline neuronal activity (18).
The behavioral measurement of orientation discrimination thresholds in a two interval forced-choice
experiment was simulated using the neural network model with 𝑐0 = 1x10−4 and 𝑤𝜃 = 7.5x10−5. In one
interval, a reference stimulus (e.g., 90°) was presented, and in the other a test stimulus (e.g., 91°) was presented.
For both intervals, a probabilistic population code (see next section) was used to determine the most likely
stimulus orientation. Reference orientations of 45° and 90° were used, with test orientations spanning
20° centered on each reference in 1° steps. Each combination of reference and test was presented 200 times. The
proportion of times the test orientation was determined to be rotated counter-clockwise from the reference
orientation was then computed, and a cumulative Gaussian fit to the data to calculate the threshold (the standard
deviation of the Gaussian; Fig. S5).
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Probabilistic Population Codes. A fundamental question in neural computation is how the activity of a
population of neurons can be decoded to determine which stimuli are present in the environment, in turn allowing
appropriate behavioral responses to be selected. One possibility is to interpret neuronal population activity as a
probability distribution describing the likelihood of different possible stimuli, and to then act according to the
most probable stimulus. The expression of neural activity as a probability distribution can be implemented using
probabilistic population codes (PPCs), which relate population activity to a posterior probability distribution
describing the probability with which each possible stimulus was presented (19-21). A PPC captures the intuition
that higher activity in a subpopulation of neurons with similar stimulus preferences indicates greater certainty
about the stimulus. As such, certainty about the presented stimulus increases with the gain of the population
activity (the peak response amplitude) (Fig. S1). A key implication of a PPC is that task performance will be
better when the gain of the population activity supporting that behavior is larger.
For the simulations in Figs. S1B, S4C, and S5, a PPC was used in decoding the population activity of the
model neurons whose receptive fields were aligned with the visual stimulus. Specifically, given a population
response 𝒓 elicited by a stimulus with orientation 𝜃, the posterior probability distribution, 𝑝(𝜃|𝒓), was computed
using the equation
𝑒 −𝑓𝑖(𝜃) ∙ 𝑓𝑖 (𝜃)𝑟𝑖
𝑝(𝜃|𝒓) ∝ ∏
∙ 𝑝(𝜃).
[8]
𝑟𝑖 !
𝑖

Here, 𝑓𝑖 (𝜃) is the tuning curve of the 𝑖 th neuron in the population, 𝑟𝑖 is a single trial response assuming
Poisson variability, and 𝑝(𝜃) (the probability of observing stimulus 𝜃) is assumed to be flat. As discussed above,
priors reflecting extensive experience (e.g., the oblique effect) are assumed to modify the tuning curves
themselves (17). In contrast, more “short-term” priors (such as one created artificially in a psychophysical study
by manipulating stimulus probabilities) are assumed to be reflected in 𝑝(𝜃). Because of the variability that occurs
in 𝑝(𝜃|𝒓) across trials, we performed the simulations 10,000 times and took averages to produce the smooth
curves in Fig. S1B and Fig. S4C. When a PPC is used in decoding neuronal population activity, the certainty
about the presented stimulus increases with the population gain. As an example, population responses elicited by
vertically oriented sinusoidal gratings of 7.5% and 20% contrast are shown in Fig. S1A. The corresponding
posterior probability distributions computed from these responses are shown in Fig. S1B. Note that the larger
amplitude response to a grating of 20% contrast results in a taller and narrower posterior probability distribution,
indicating greater certainty about this stimulus compared to the 7.5% contrast stimulus (19).
Visual Stimuli. The visual stimuli used in the simulations were sinusoidal gratings and Gabor functions that
varied in contrast, position, orientation, and size:
𝐼(𝑋, 𝜃) = 𝑎 ∙ 𝑒

−

𝑋𝜃2
𝑌2
− 𝜃2
2
2𝜎𝐼 2𝜎𝐼

∙ cos(SF ∙ 𝑋𝜃 ).

[9]

Here, 𝑋 = (𝑥, 𝑦) with 𝑥 and 𝑦 denoting the horizontal and vertical dimensions of retinotopic space,
𝑋𝜃 = cos(𝜃) ∙ (𝑥 − 𝑥0 ) + sin(𝜃) ∙ (𝑦 − 𝑦0 ) and 𝑌𝜃 = −sin(𝜃) ∙ (𝑥 − 𝑥0 ) + cos(𝜃) ∙ (𝑦 − 𝑦0 ) where 𝑥0 and 𝑦0
determine the horizontal and vertical positions of the stimulus, 𝑎 sets the contrast (0 ≤ 𝑎 ≤ 1), 𝜎𝐼 sets the size, 𝜃
sets the orientation, and SF is the spatial frequency.
In Fig. 3B, 𝑎 ranged from 0 to 1 in steps of 0.01, 𝜃 = 90°, 𝑥0 = 𝑦0 = 0°, SF = 5.75 cyc/°, and 𝜎𝐼 = 1.55°.
For the simulations in Fig. 3C, the stimuli were defined by summing two orthogonal Gabor functions. The first
was at the neuron’s preferred orientation (𝜃 = 90°) with 𝑎 = 0.5, 𝑥0 = 𝑦0 = 0°, SF = 5.75 cyc/°, and
𝜎𝐼 = 1.55°. For the second Gabor function, 𝑎 ranged from 0 to 0.5 in steps of 0.005, 𝜃 = 0°, 𝑥0 = 𝑦0 = 0°,
SF = 5.75 cyc/°, and 𝜎𝐼 = 1.55°. In Fig. 3D, 𝑎 = 1, 𝜃 = 90°, 𝑥0 = 𝑦0 = 0°, SF = 5.75 cyc/°, and 𝜎𝐼 ranged
from 0.05° to 10.0° in steps of 0.1°. In Fig. 4C, 𝑎 = 1, 𝜃 = 90°, 𝑥0 = 𝑦0 = 0°, SF = 5.75 cyc/°, and 𝜎𝐼 ranged
from 1.55° to 6.05° in steps of 0.1°. In Fig. 4D, 𝑎 ranged from 0 to 1 in steps of 0.01, 𝜃 = 90°, 𝑥0 = 𝑦0 = 0°,
SF = 5.75 cyc/°, and 𝜎𝐼 = 1.55°. In Fig. 5 C and D, 𝑎 = 1, 𝜃 = 90°, 𝑥0 ranged from 0° to 10° in steps of 0.2°,
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𝑦0 = 0°, SF = 5.75 cyc/°, and 𝜎𝐼 = 1.55°. In Fig. S1, either 𝑎 = 0.075 (7.5%) or 𝑎 = 0.2 (20%), 𝜃 ranged from
0° to 180° in 0.25° steps, 𝑥0 = 𝑦0 = 0°, SF = 3 cyc/°, and 𝜎𝐼 = 1.55°. In Fig. S2, the stimulus parameters were
the same as in Fig. 4. In Fig. S3, the stimulus parameters were the same as in Fig. 5, with the exception that
𝑎 = 0.1 in Fig. S3 B and C. In Fig. S4B, 𝑎 = 0.1, 𝜃 = 45° (dashed lines) or 𝜃 = 90° (solid lines), 𝑥0 = 𝑦0 = 0°,
SF = 3 cyc/°, and the stimuli were not Gaussian-enveloped. In Fig. S4C, 𝑎 = 0.1, 𝜃 ranged from 0° to 180° in 1°
steps, 𝑥0 = 𝑦0 = 0°, SF = 3 cyc/°, and the stimuli were not Gaussian-enveloped. In Fig. S5, 𝑎 = 0.05,
𝑥0 = 𝑦0 = 0°, SF = 3 cyc/°, and the stimuli were not Gaussian-enveloped.
Psychophysical Data. Psychophysical data on the perceptual consequences of autism were extracted from
previously published papers (22, 23) using a graph-tracing program (24).

SI FIGURES
Figure S1

Fig. S1. Probabilistic population codes. (A) Population activity of the V1 typically developing control model
elicited by vertically oriented sinusoidal gratings with contrasts of 7.5% (gray) and 20% (black). Along the
x-axis, neurons are rank ordered according to their preferred orientation. The response of each neuron is plotted
on the y-axis. The peaks at 90° reflect that the stimuli were vertically oriented. Note that the higher contrast
stimulus elicits a higher amplitude population response than the lower contrast stimulus. The amplitude (height)
of the population activity, indicated by the vertical arrow, is referred to as the population gain (g). (B) A
probabilistic population code was used to compute posterior probability distributions, 𝑝(𝜃|𝒓), over stimulus
orientation (𝜃) given the population responses (𝒓) shown in A. Note that the population gain is inversely related to
the width (σ) of the posterior probability distribution, and therefore directly related to the certainty about the
presented stimulus. For example, the larger amplitude population response to a stimulus with 20% contrast
translates into a taller and narrower 𝑝(𝜃|𝒓) indicating higher certainty, whereas the smaller amplitude population
response to a stimulus with 7.5% contrast translates into a shorter and wider 𝑝(𝜃|𝒓) indicating lower certainty.
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Figure S2

Fig. S2. Simulation 1: visual spatial suppression (Fig. 4). Comparing the effects of changing 𝑐, 𝜈, and 𝜎𝑆 on visual
spatial suppression. (A) Population gain as a function of stimulus size for high contrast stimuli. For the typically
developing control model (TD; red curve reproduced from Fig. 4C), the divisive normalization parameters are:
𝑐 = 1x10−4, 𝜈 = 1, and 𝜎𝑆 = √5°. For the autism model with altered suppressive field gain term (ASD 𝑐; blue
curve from Fig. 4C), the parameters are: 𝑐 = 7.5x10−5 (75% of the control value), 𝜈 = 1, and 𝜎𝑆 = √5°. For the
autism model with altered semisaturation constant (ASD 𝜈; black), the parameters are: 𝑐 = 1x10−4, 𝜈 = 0.01
(1% of the control value), and 𝜎𝑆 = √5°. Despite the large change in 𝜈, the effect on the population gain is
minimal. For the autism model with reduced neuronal pooling (ASD 𝜎𝑆 ; cyan), the parameters are: 𝑐 = 1x10−4 ,
𝜈 = 1, and 𝜎𝑆 = 0.8 ∙ √5° (80% of the control value). Decreasing the extent of neuronal pooling results in larger
population gains due to an increased E/I ratio, and attenuates the rate at which spatial suppression occurs as the
stimulus size increases (the curve is flatter) since neurons with more distal receptive fields contribute less to the
divisive normalization pool. (B) Population gain as a function of stimulus contrast for small stimuli. The TD and
ASD 𝑐 curves are reproduced from Fig. 4D. The change in 𝜎𝑆 for the ASD 𝜎𝑆 model has a similar qualitative
effect as the change in 𝑐, but the magnitude of the effect is smaller. The change in 𝜈 for the ASD 𝜈 model results
in a leftward pull in the population gain (c.f., Fig. 2A) that would improve contrast sensitivity. The finding that
contrast sensitivity is unaffected in autism (25) thus suggests that in the dark adapted state in which contrast
sensitivity is measured, 𝜈 is unaffected. However, it is interesting to speculate that sensory hypersensitivity in
autism (26) may be related to deficits in gain control (dynamic changes in 𝜈). It is thus possible that steady-state
values of 𝜈 are not altered in autism, but the dynamic process in which 𝜈 changes according to recent sensory
stimulation is impaired.
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Figure S3

Fig. S3. Simulation 2: tunnel vision (Fig. 5). (A) Mapping the gradient of attention. On each trial, fixation was
maintained while a cue was first flashed to capture attention at that location, and a target then briefly presented at
a near, mid, or far distance from the cue. Subjects reported if there was an opening at the bottom (illustrated for
the near location) or top (illustrated for mid and far locations) of the target (23). (B,C) Results for the typically
developing control (TD) and autism (ASD) models presented in the main text, but with a stimulus contrast of 0.1
rather than 1.0. (B) Population gain as a function of target distance from the cue. The reduced stimulus contrast
roughly equates the population gains of the two models at the largest distances (where the attentional field has
little to no effect). The gradient of the population gain is steeper for the autism than the control model. (C) Results
showing that as the suppressive field gain term decreases (simulating an increasing degree of autism
symptomatology), the gradient of the population gain increases as in Fig. 5D, which is consistent with the
psychophysical findings of Robertson et al. (2013) (23). The colored dots correspond to the control and autism
models in B. (D,E) Effects of changing 𝜎𝑆 and 𝜈 on the gradient of attention. (D) Population gain as a function of
target distance from the cue. For the TD curve (red; reproduced from Fig. 5C), the divisive normalization
parameters are: 𝑐 = 1x10−4, 𝜈 = 1, and 𝜎𝑆 = √5°. To achieve a steeper gradient in the population gain through a
manipulation of 𝜎𝑆 , it was necessary to decrease the E/I ratio by increasing the extent of neuronal pooling (purple
curve; here, 𝜎𝑆 = 1.5 ∙ √5°). To highlight the gradient of the population gain, the y-axes are shifted to align the
troughs of the two curves. The difference between minimum and maximum values on the two y-axes is the same.
(E) Population gain as a function of target distance from the cue. The TD curve is reproduced from Fig. 5C. To
achieve a steeper gradient in the population gain through a change in 𝜈, it was necessary to decrease the E/I ratio
by increasing the semisaturation constant. Note that increasing 𝜈 has a small effect on the maximum of the
population gain, but deepens the trough, resulting in a steeper gradient of attention.
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Figure S4

Fig. S4. Simulation 3: implementation of Bayesian priors. (A) The suppressive field gain term, 𝑐(𝜃), is shown for
three conditions: (i) flat prior (black) in which all stimulus orientations are equally likely, (ii) a weak prior in
which cardinal orientations are somewhat more likely than oblique orientations (blue), and (iii) a strong prior in
which cardinal orientations are much more likely than oblique orientations (green). Troughs in 𝑐(𝜃) correspond to
the most likely orientations and peaks correspond to the least likely. The strength of the prior is reflected in the
amplitude of 𝑐(𝜃). The extent to which experience changes the shape of 𝑐 may be attenuated in autism. For the
oblique effect, this would result in a lower amplitude of 𝑐(𝜃) for individuals with autism (e.g., the blue curve)
than typically developing peers (e.g., the green curve). As a consequence, there may be a reduced influence of
Bayesian priors on behavior in autism (9), consistent with results suggesting that the oblique effect is diminished
in the disorder (13). (B) Population activity elicited by vertically (solid lines) and obliquely (dotted lines) oriented
gratings. Along the x-axis, neurons are rank ordered according to their preferred orientation. The response of each
neuron is plotted on the y-axis. When the prior is flat, the gain of the population activity is the same for vertical
and oblique stimuli. A non-flat prior facilitates responses to cardinal orientations and attenuates responses to
oblique orientations. (C) Maximum of the posterior probability distribution, 𝑝(𝜃|𝒓), for each stimulus orientation
(𝜃) computed from the corresponding population response (𝒓). When the prior is flat, the maximum of 𝑝(𝜃|𝒓) is
independent of stimulus orientation. A non-flat prior increases the maximum of 𝑝(𝜃|𝒓) for cardinal orientations
and reduces it for oblique orientations. These changes in 𝑝(𝜃|𝒓) lead to smaller psychometric thresholds for
cardinal than oblique orientations (Fig. S5). (D) The effect of the prior can also be observed in the baseline
population activity. The curve shows the baseline activity of all model complex cells with receptive fields located
at 𝑥0 = 0° (with 𝑤𝜃 = 5x10−5), rank-ordered by their orientation preference. The baseline activity of neurons
preferring cardinal orientations is slightly higher than that of neurons preferring oblique orientations.
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Figure S5

Fig. S5. Simulation 3: simulated psychometric functions illustrating the oblique effect. The ability of the model
with a prior for cardinal orientations to discriminate small changes in stimulus orientation was tested at cardinal
(90°; black) and oblique (45°; blue) reference orientations. The proportion of times that a test orientation was
determined to be rotated counter-clockwise (CCW) relative to the reference is plotted as a function of the test
orientation (indicated on the x-axes). The psychometric function measured at 90° is steeper than the one measured
at 45°, indicating greater sensitivity to small changes in orientation at cardinal than oblique orientations.
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